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The company is undergoing significant growth changes, and the senior management is concerned that current employees may have some negative sentiments regarding this growth. To get a better understanding as to what is causing employees to leave the organization, a dataset including a categorical attrition variable demonstrating if the employee still works for the company, as well as thirty-four other variables regarding job demographics, salaries, training, and satisfaction, has been provided to find a correlation to the current attrition rates.  
	An exploratory data analysis has been completed on the dataset to clean the data and set a baseline for this study.  Figures 1, 2, and 3 show the python code used to import the necessary Python libraries, read the original dataset, and verify the current datasets.
Fig. 1
Python code used to import necessary libraries:
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Fig. 2
Python code used to read the original dataset:
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Fig. 3
Python code used to verify the current dataset’s data types:
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Description automatically generated]The data was prepared to ensure that no missing variables needed to be replaced, as shown in Figure 4.  Categorical data types with only two variables (yes/no, true/false, male/female) were converted to binary numerical variables to make for a more straightforward calculation in Figure 5.  A histogram of all numeric variables was created to ensure there were no outliers and to identify any attributes for which there was only a single observation (for example, every response was yes, or every response was one), as seen in Figure 6.
Fig. 4
Python code to ensure there are no missing variables:
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Fig. 5
Python code to convert categorical data types to binary:
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Fig. 6
Histogram chart of all numerical variables:
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Next, I created visualizations to compare the count of employees that experienced attrition for a variety of different variables:
1. Age – Figure 7
2. Job Satisfaction – Figure 8
3. Monthly Income – Figure 9
4. Department – Figure 10
5. Environmental – Figure 11
6. Work-life Balance – Figure 12
7. Number of Companies Worked for – Figure 13
8. Years in the Current Role – Figure 14
Fig. 7
Count of employees by attrition and age:
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Fig. 8
Count of employees by attrition and job satisfaction:
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Fig. 9
Count of employees by attrition and monthly income:
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Fig. 10
Count of employees by attrition and department:
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Fig. 11
Count of employees by attrition and environmental satisfaction:
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Fig. 12
Count of employees by attrition and work-life balance:
[image: Chart, bar chart
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Fig. 13
Count of employees by attrition and number of companies worked for:
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Fig. 14
Count of employees by attrition and years in the current role:
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The conclusions that can be gleaned from these visualizations are as follows: 
· Figure 7 shows that attrition is most significant for employees between the ages of 28 and 32.  After this age group, decay drops significantly.  
· The attrition rate is highest among the employees making the least money, as seen in Figure 8.  In many cases, employees that accept low-paying entry-level jobs will use the organization as a bridge to achieve a better-paying job as their education and experience increase. 
· While the Research and Development team has lost the most staff to attrition (133) since it is the largest department, this only accounts for approximately 14% of their department.  HR (19%) is second with 12 of their 51 staff, whereas Sales has lost the most significant percentage of their team (21%).
· The question of environmental satisfaction does not seem to have a significant effect on attrition, as the staff that has left rated this question equally across the four available options.  It could be related to how the survey question was worded or presented.
· As employees are more satisfied with their job, the attrition rate decreases.  This inverse correlation is not terribly surprising and confirms our expected results from this survey question. 
· The staff that has left cited an issue with work-life balance, although it appears that many of the employees have not experienced that. 
· The most significant number of employees that have left the organization have only worked for one other company, which tends to support that these are people early in their careers and occupying entry-level positions.  
Employees that have left were in their roles from zero to two years, also supporting that they were likely occupying entry-level positions.
The next step in this process is to complete feature selection to identify the variables that impact the model most.  A correlation matrix heat map has been generated and appears in Figure 15.  The results of this correlation analysis indicate that monthly income, job level, and full working years are the most significant features that should be applied to this model.
Fig. 15
Correlation Matrix Heat Map:
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Using the features selected from the correlation matrix, a predictive model can be built using those variables to predict future outcomes.  In Figure 16, a logistic regression model was created, including job level, monthly income, total working years, years at the company, and years in the current role to predict the organization’s attrition rate.  Using these features, the logistic regression shows that this model is an 84% probability of accurately predicting is an employee will fall victim to attrition or not.
Fig. 16
Logistic Regression Model:
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Using the same previously selected features, a random forest regression model was generated using 2, 20, 200, and 2000 trees, as shown in Figures 17 and 18. The Root Square Mean Error (RMSE) for each model iteration was slightly reduced, with the lowest result for the forest with 2000 trees.  Since the goal is to minimize the RMSE, this model appears to be appropriate for predicting attrition for the organization using job level, monthly income, total working years, years at the company, and years in the current role.


Fig. 17
Random Forest Regression Model:
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Fig 18
Random Forest Regression Model cont.:
[image: Graphical user interface, text, application
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I [3]: M| supdate attrition to binary values, yes
#renove aLL rows where attrition 15 blonk
data[ Attrition’].replace('ves', 1, inplac

1, no

schange Gender to binory volue, male
data[ Gender ' ].replace( "M, 1, inplace:
data[ ‘Gender].replace('F', @, inplace:
data[ 'Gender ' ].replace(‘tale’, 1, inplace=True)

GatalGender ' ].replace(‘Fensle’, 6, inplace=True)

#change over1s to binary value, yes = 1, 10 = 0
datal ‘over1s'].replace( "Y', 1, inplace-]

data[ ‘over1s'].replace("N', e, inplace:
data[ ‘over1s'].replace('Yes', 1, inplace=True)
datal "over1s'].replace("No', o, inplace=True)

schange overrine to binary value, yes = 1,
data[ ‘OverTine'].replace('Yes', 1, inplace=True)
data[overTine'I.replace(*llo’, 8, inplace=True)
data[ ‘OverTine'].replace('Yes', 1, inplace=True)
data[overTine'I.replace(*llo’, 8, inplace=True)
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In [22]: W |#gisplay mistogran of varisbles with integer type
high_corr = ['Attrition’, ‘OverTine', 'Distancefromiome’, ‘Nuscompaniesiiorked', ‘Gender’, 'onthlyRate’,
“perfornancerating' ]
sns.pairplot (datalhigh_corr],hue = ‘Attrition’)
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In (151 W | jsats_att=data.groupby(['Jobsatisfaction’, "Attrition']).apply(lanbda x:x['DailyRate’].count()).reset_index(name="Counts')
Px.area(jsats_att,x'Jobsatisfaction’ ,y="Counts',color= Attrition’,title="Job Satisfaction level Counts of People in an Orgar
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In [12]: W |rate_att-data.groupby([‘HonthlyIncome', 'Attrition']).apply(lanbda x:x| WenthlyIncone' ].count()).reset_index(name='counts')
rate_stt[ HonthlyIncone’ J=round(rate_att[‘HonthlyIncone' 1,-3)

rate_stt-rate_stt.grousby([ onthlyIncone, 'Attrition']).apply (lambda X:x[ 'WonthlyIncone'].count (). reset_index(nane="counts’

Fig-px. Line(rate_att, x-"NonthlyIncone’ ,y="Counts" ,color="Attrition", title-'Nonthly Income basis counts of People in an Organi
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m [13]

M| dept_stt=data. grouphy([ ‘Departnent ", ‘Attrition']).2pply(lambda xix['DailyRate’].count()).reset_index(name='Counts')
Fig=px.bar(dept_att,x='Departnent ,="Counts, color="Attrition’, titles'Department wise Counts of People in an Organization’)
Fig.shou()
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In [12]: W sats_att-data.groupby ([ 'Environmentsatisfaction’, " Attrition']).apply(lambda x:x['DailyRate'].count()) .reset_index(name='Count
Px.area(sats_att,x='Environmentsatisfaction’,y='Counts", color="Attrition’, title='Environnent satisfaction level Counts of Ped
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In [16]: M wlb_att=data.groupby(['WorkLifeealance’, attrition']).apply(lambda x:x[ 'DailyRate'].count()).reset_index(name="Counts")
PX.Bar (ulb_att, x="HorkLifesslance ,y='Counts’ , color="Attrition, title="kork Life Balance level Coutts of People in an Organiz
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In [18]: M yrscr_att=data.groupby(['vearsIncurrentsole’, Attrition'1).apply(lambda
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In[3:]: WX = datal['age’, ‘DailyRate’,
"DistanceFromione’, 'Education’, ‘Envirommentsatisfaction, ‘HourlyRate’,
“JobInvolvement, ‘Joblevel’, ‘lobSatisfaction’,

‘MonthlyIncone’, ‘MonthlyRate’, ‘NunCompaniesiorked,
‘percentsalarynike', ‘performancenating’,
‘Relationshipsatisfaction’, ‘Stockoptionievel’,
‘Totaliorkingvears', ‘TrainingTineslastyear’, ‘worklifesslance’,
*Yearsatcompany’, 'YearsinCurrentaole’, ‘YearssinceLastPromotion’,
*Yearsiithcurrianager*1]
¥ = datal[‘Attrition']].values.ravel()
plt.figure(Figsize=(15,15))
3ns. heatmap(x. corr (), annot=True, fnt=".2¢" , e

viridis')
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In [36]: W |x-data[['3obLevel, "WonthlyIncone’, 'Totaluorkingvears" , "VearsatCompany”, ‘YearsinCurrentole’ 11
y=gata[[*Attrition']].values.ravel ()
X_train,x_test,y_train,y_test-train_test_split(x,y,randon_stat
10g_reg-Logisticregression(C-160, max_iter-120%8)

Log_reg. it (x_train,y_train)

print(
print(*Logistic Regression:')

print("Traning Hodel accruracy scores: {:.3f}'.format (log_reg.score(x_train,y_train)))
print('Test Model accruracy score: Format (log_reg.score(x_test,y_test)))
print(

)

Logistic regression
Traning Fodel accruracy scores: 9.838
Test Model accruracy scores: 0.842
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0 (371 W from sklearn.ensenble import RandomForestRegressor
regressor = RandonForestregressor(n_estisators = 2, randon_state = 0)
regressor Fit(x_train, y_train)
y_pred - regressor.predict(x_test)

from sklearn inport metrics
print('Wean Absolute Error:’, metrics.nean_sbsolute_error(y_test, y_pred))
print('ean Squared Error: ', metrics.mean_squared_error(y_test, y_pred))

print('Root Nean Squared Error:’, np.sart(netrics.mean_squared_error(y_test, y_pred)))

Hean absolute Error: 9.23541304347825055
Hean Squares Error: e.15288521739130435
Root Mean Squared Error: ©.42663108926335916
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0 (381 W from sklearn.ensenble import RandomForestRegressor
regressor = RandomForestregressor (n_estisators = 28, randon_state = o)
regressor Fit(x_train, y_train)
y_pred - regressor.predict(x_test)

from sklearn inport metrics
print(‘ean Absolute Error:', metrics.nean_sbsolute_error(y_test, y_pred))
print("Hean Souared Error: ', metrics.nean_squared_error(y_test, y_pred))

print(*Root Nean Sauared Ervor:', np.sart(netrics.mean_squared.error(y_test, y_pred)))

Mean absolute Error: 0.2557826086356522
Hean Squares Error: e.1sse2173s13843477
Root Mean Sguared Error: 6.3987752998475147

0 (391 W from sklearn.ensenble import RandomForestRegressor
regressor = Randomorestregressor (n_estisators = 209, random_state
regressor fit(x_train, y_train)
y_pred - regressor.predict(x_test)

from sklearn inport metrics
print(‘ean Absolute Error:’, metrics.nean_sbsolute_error(y_test, y_pred))
print('ean Squared Error: ', metrics.mean_squared_error(y_test, y_pred))

print('Root Nean Sauared Error:’, np.sart(netrics.mean_squared_error(y_test, y_pred)))

Mean absolute Error: 0.259741847826087
Hean squareg Error: e.15212082550234752
R0t Hean Squared Error: 6.33085234110585177

In [46]: W |from sklearn.ensenble import RandomForestRegressor
regressor = RandonForestregressor(n_estisators = 2098, randon_state = o)
regressor  fit(x_train, y_train)
y_pred - regressor.predict(x_test)

from sklearn inport metrics
print(‘Wean Absolute Error:®, metrics.nean_sbsolute_error(y_test, y_pred))
print('ean Squared Error: ', metrics.mean_squared_error(y_test, y_pred))

print('Root Nean Sauared Error:’, np.sart(netrics.mean_squared_error(y_test, y_pred)))

Mean absolute Error: 0.2682756152173513
Hean Squareg Error: e.15151065410326857
Root Mean Squared Error: 6.3836253856310654
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™ [5]

M| #import Libraries
inport warnings
inport numpy as np
inport pandas as pd
inport matplotlib.pyplot as plt
inport plotly.express as px
inport seaborn as sns
inport plotly.graph_objects as go
import scipy
from scipy.stats inport chi2_contingency
from plotly.subplots iport make_subplots
from plotly.offline import init_notebook mode
from statistics import stdev
from pprint import pprint
from sklearn.nodel_selection import train_test_split
from sklearn.preprocessing import Robustscaler, Standardscaler
from sklearn.nodel_selection import RandomizedSearchcy
from sklearn. ensemble import RandomforestClassifier
from sklearn.netrics iaport accuracy_score, roc_auc_score
warnings. Filterwarnings (*ignore")
import plotly. figure_factory as £
init_notebook_mode(comnected=True)
5ns. Set_context("notebook”)
from sklearn.nodel_selection import train_test_split
from sklearn.linear_nodel inport Logisticregression
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™ [6]: W|#read csv File
data = pd.read_csv(r'C:\\Users\\Public\\Desktop\ \DAT- 438\ \HR Attrition bata.csv')
print(*Tnére are (:,) rous and {} columns in the data.”.format(data.shape[e], data.shapel1]))
print(“There are () nissing values in the data.”.format(data.isnull().sun().sum()))
data.head()

There are 1,476 rous and 35 colums in the data.
There are e missing values in the dats.
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™ (7): W |sconfirm data types

out[7]

data.dtypes
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